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Today

Can you talk to an arti�cial agent? Can it understand what you say?

Machine translation

Speech recognition

Text-to-speech synthesis

―
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https://inst.eecs.berkeley.edu/~cs188/


Machine translation: Hello, my name is
HAL.

Bonjour, mon nom
est HAL.

Speech recognition: Hello, my name is
HAL.

Text-to-speech
synthesis:

Hello, my name is
HAL.

Sequence-to-sequence mapping

→

→

→
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Machine translation
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Machine translation

Automatic translation of text from one natural language (the source) to another
(the target), while preserving the intended meaning.

Exercise
How would you engineer a machine translation system?
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Issue of dictionary lookups

Natural languages are not 1:1 mappings of each other!

―
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https://inst.eecs.berkeley.edu/~cs188/


To obtain a correct translation, one must decide
whether "it" refers to the soccer ball or to the window.

Therefore, one must understand physics as well as language.
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History

―
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https://inst.eecs.berkeley.edu/~cs188/


Data-driven machine translation

―
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https://inst.eecs.berkeley.edu/~cs188/


Machine translation systems

Translation systems must model the source and target languages, but systems
vary in the type of models they use.

Some systems analyze the source language text all the way into an
interlingua knowledge representation and then generate sentences in the
target language from that representation.

Other systems are based on a transfer model. They keep a database of
translation rules and whenever the rule matches, they translate directly.
Transfer can occur at the lexical, syntactic or semantic level.
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Statistical machine translation
To translate an English sentence  into a French sentence , we seek the strings

of words  such that

The language model  is learned from a bilingual corpus, i.e. a

collection of parallel texts, each an English/French pair.

Most of the English sentences to be translated will be novel, but will be
composed of phrases that that have been seen before.

The corresponding French phrases will be reassembled to form a French
sentence that makes sense.

e f

f∗

f = arg P (f ∣e).∗

f
max

P (f ∣e)
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Given an English source sentence , �nding a French translation  is a matter of

three steps:

Break  into phrases .

For each phrase , choose a corresponding French phrase . We use the

notation  for the phrasal probability that  is a translation of .

Choose a permutation of the phrases . For each , we choose a

distortion

which is the number of words that phrase  has moved with respect to ;

positive for moving to the right, negative for moving the left.

e f

e e , ..., e1 n

ei fi

P (f ∣e )i i fi ei

f , ..., f1 n fi

d = start(f ) − end(f ) − 1,i i i−1

fi fi−1
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We de�ne the probability  that the sequence of phrases  with

distortions  is a translation of the sequence of phrases .

Assuming that each phrase translation and each distortion is independent of the
others, we have

The best  and  cannot be found through enumeration because of the

combinatorial explosion.

Instead, local beam search with a heuristic that estimates probability has
proven effective at �nding a nearly-most-probable translation.

P (f , d∣e) f

d e

P (f , d∣e) = P (f ∣e )P (d ).
i

∏ i i i

f e
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All that remains is to learn the phrasal and distortion probabilities:

1. Find parallel texts.

2. Segment into sentences.

3. Align sentences.

4. Align phrases.

5. Extract distortions.

6. Improve estimates with expectation-maximization.
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Neural machine translation
Modern machine translation systems are all based on neural networks of various
types, often architectured as compositions of

recurrent networks for sequence-to-sequence learning,

convolutional networks for modeling spatial dependencies.

transformer networks.
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Encoder: bidirectional RNN,
producing a set of annotation
vectors .

Decoder: attention-based.

Compute attention weights .

Compute the weighted sum of the
annotation vectors, as a way to align
the input words to the output words.

Decode using the context vector, the
embedding of the previous output
word and the hidden state.

Attention-based recurrent neural network

hi

αij
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Speech recognition
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My name is HAL.

Recognition as inference

Speech recognition can be viewed as an instance of the problem of �nding the

most likely sequence of state variables , given a sequence of observations 

.

In this case, (hidden) state variables are the words and the observations are
sounds.

The input audio waveform from a microphone is converted into a sequence

of �xed size acoustic vectors  in a process called feature extraction.

The decoder attempts to �nd the sequence of words 

which is the most likely given the sequence :

y1:T
→

w1:L

w1:L

y1:T

y1:T

w = w , ...,w1:L 1 L

y1:T

= arg P (w ∣y )ŵ1:L
w1:L
max 1:L 1:T
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Since  is dif�cult to model directly, Bayes' rule is the used to solve

the equivalent problem

where

the likelihood  is the acoustic model;

the prior  is the language model.

P (w ∣y )1:L 1:T

= arg p(y ∣w )P (w ),ŵ1:L
w1:L
max 1:T 1:L 1:L

p(y ∣w )1:T 1:L

P (w )1:L
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Feature extraction

The feature extraction seeks to provide a compact representation  of

the speech waveform.

This form should minimize the loss of information that discriminates between
words.

One of the most widely used encoding schemes is based on mel-frequency
cepstral coef�cients (MFCCs).

y1:T
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MFCCs calculation.

―
Image credits: Giampiero Salvi, 2016. DT2118. 25 / 45

https://www.kth.se/social/files/56fd38eaf276547ad14588ec/lecture.pdf


Feature extraction from the signal in the time domain to MFCCs.

↓

―
Image credits: Haytham Fayek, 2016. 26 / 45

https://haythamfayek.com/2016/04/21/speech-processing-for-machine-learning.html


Acoustic model

A spoken word  is decomposed into a sequence of  basic sounds called base

phones (such as vowels or consonants).

This sequence is called its pronunciation .

Pronunciations are related to words through pronunciations models de�ned
for each word.

e.g. "Arti�cial intelligence" is pronounced /ɑːtɪˈfɪʃ(ə)l ɪnˈtɛlɪdʒ(ə)ns/.

w Kw

q = q , ..., q1:Kw

w
1 Kw
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Each base phone  is represented by phone model de�ned as a three-state

continuous density HMM, where

the transition probability parameter  corresponds to the probability of

making the particular transition from state  to ;

the output sensor models are Gaussians  and

relate state variables  to MFCCs .

q

aij

si sj

b (y) = N (y;μ , Σ )j
(j) (j)

sj y
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The full acoustic model can now be de�ned as a composition of pronunciation
models with individual phone models:

where the summation is over all valid pronunciation sequences for ,  is a

particular sequence  of pronunciations,

as given by the pronunciation model, and where  is a valid pronunciation for

word .

p(y ∣w )1:T 1:L = P (y ∣Q)P (Q∣w )
Q

∑ 1:T 1:L

w1:L Q
q , ...,qw1 wL

P (Q∣w )1:L = P (q ∣w )
l=1

∏
L

wl
l

qwl

wl
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Given the composite HMM formed by concatenating all the constituent

pronunciations  and their corresponding base phones, the acoustic

likelihood is given by

where  is a state sequence through the composite model and

From this formulation, all model parameters can be ef�ciently estimated from a
corpus of training utterances with expectation-maximization.

q , ...,qw1 wL

p(y ∣Q) = p(s,y ∣Q)1:T
s

∑ 1:T

s = s , ..., s0 T+1

p(s,y ∣Q) = a b (y )a .1:T s ,s0 1

t=1

∏
T

st t s st t+1
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N-gram language model

The prior probability of a word sequence  is given by

The N-gram probabilities are estimated from training texts by counting N-gram
occurrences to form maximum likelihood estimates.

w = w , ...,w1 L

P (w) = P (w ∣w , ...,w ).
l=1

∏
L

l l−1 l−N+1
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Decoding

The composite model corresponds to a HMM, from which the most-likely state

sequence  can be inferred using (a variant of) Viterbi.

By construction, states  relate to phones, phones to pronunciations, and

pronunciations to words.

s

s
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Deep Speech 2

Recurrent neural network with

one or more convolutional input layers,

followed by multiple recurrent layers,

and one fully connected layer before a softmax layer.

Total of 35M parameters.

Same architecture for both English and
Mandarin.

Neural speech recognition
Modern speech recognition systems are now based on end-to-end deep neural
network architectures trained on large corpus of data.

―
Image credits: Amodei et al, 2015. arXiv:1512.02595. 35 / 45

https://arxiv.org/abs/1512.02595


SVAIL Tech Notes: Deep Speech: Recognizing BSVAIL Tech Notes: Deep Speech: Recognizing B……
Later bekijLater bekij…… DelenDelen

Deep Speech 2
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https://www.youtube.com/watch?v=IFPwMKbdQnI
https://www.youtube.com/channel/UCm08TSsp87RRfn9SB_khuUQ?feature=emb_ch_name_ex


Text-to-speech synthesis
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My name is HAL.

 w1:L
→

y1:T
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Tacotron 2
The Tacotron 2 system is a sequence-to-sequence neural network architecture
for text-to-speech. It consists of two components:

a recurrent sequence-to-sequence feature prediction network with
attention which predicts a sequence of mel spectrogram frames from an
input character sequence;

a Wavenet vocoder which generates time-domain waveform samples
conditioned on the predicted mel spectrogram frames.
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https://arxiv.org/abs/1712.05884


Wavenet

The Tacotron 2 architecture produces mel spectrograms as outputs, which
remain to be synthesized as waveforms.

This last step can be performed through another autoregressive neural
model, such as Wavenet, to transform mel-scale spectrograms into high-
�delity waveforms.
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Audio samples at

deepmind.com/blog/wavenet-generative-model-raw-audio

google.github.io/tacotron
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https://deepmind.com/blog/wavenet-generative-model-raw-audio/
https://google.github.io/tacotron/


Google Assistant will soon be able to call restaurGoogle Assistant will soon be able to call restaur……
Later bekijLater bekij…… DelenDelen

Google Assistant: Soon in your smartphone.
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https://www.youtube.com/watch?v=7gh6_U7Nfjs
https://www.youtube.com/channel/UCCjyq_K1Xwfg8Lndy7lKMpA?feature=emb_ch_name_ex


Summary
Natural language understanding is one of the most important sub�elds of AI.

Machine translation, speech recognition and text-to-speech synthesis are
instances of sequence-to-sequence problems.

All problems can be tackled with traditional statistical inference methods but
require sophisticated engineering.

State-of-the-art methods are now based on neural networks.
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The end.
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